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Abstract
We present an extrinsic evaluation of
crawlers of parallel corpora from multilingual web sites in machine translation
(MT). Our case study is on Croatian to
English translation in the tourism domain.
Given two crawlers, we build phrase-based
statistical MT systems on the datasets produced by each crawler using different settings. We also combine the best datasets
produced by each crawler (union and intersection) to build additional MT systems.
Finally we combine the best of the previous systems (union) with general-domain
data. This last system outperforms all the
previous systems built on crawled data as
well as two baselines (a system built on
general-domain data and a well known online MT system).

1

Introduction

Along with the addition of new member states to
the European Union (EU), the commitment with
multilingualism in the EU is strengthened to give
support to new languages. This is the case of Croatia, the last member to join the EU in July 2013,
and of the Croatian language, which became then
an official language of the EU.
Croatian is the third official South Slavic language in the EU along with Bulgarian and Slovene.
Other surrounding languages (e.g. Serbian and
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Bosnian), although still not official in the EU, belong also to the same language family and are the
official languages of candidate member states, thus
being also of strategic interest for the EU.
We focus on providing machine translation
(MT) support for Croatian and other South Slavic
languages using and producing publicly available
resources. Following our objectives, we developed
a general-domain MT system for Croatian–English
and made it available online on the day Croatia
joined the EU. It is, to the best of our knowledge,
the first available MT system for this language pair
based on free/open-source technologies.
New languages in the EU like Croatian can benefit from MT to speed up the flow of information
from and into other EU languages. While this is
the case for most types of content it is especially
true for official documentation and for content in
particular strategic sectors.
Tourism is one of the most important economic
sectors in Croatia. It represented 15.4% of Croatia’s gross domestic product in 2012 (up from
14.4% in 2011).1 With almost 12 million foreign
tourists visiting Croatia annually, the tourism sector results in income of 6.8 billion euro.
The increasing number of tourists in Croatia
makes tourism a relevant domain for MT in order to provide them with quick and up-to-date
information about the country they are visiting.
Although most visitors come from non-English
speaking countries,2 English is frequently used as
a lingua franca. This observation led us to our
first approach to support the Croatian tourism sec1

http://www.eubusiness.com/news-eu/
croatia-economy.nrl
2
According to the site croatia.eu, top emitting countries are Germany (24.2%), Slovenia (10.8%), Austria (8.9%),
Italy (7.9%), Czech Republic (7.9%), etc.

tor: to provide MT adapted to the tourism domain
from Croatian into English. Later, we will provide
MT in the visitors’ native languages, i.e. German,
Slovene, etc.
We take advantage of a recent work that crawled
parallel data for Croatian–English in the tourism
domain (Esplà-Gomis et al., 2014). Several
datasets were acquired by using two systems for
crawling parallel data with a number of settings. In
this paper we assess these datasets by building MT
systems on them and checking the resulting translation performance. Hence, this work can be considered as an extrinsic evaluation of these crawlers
(and their settings) in MT.
Besides building MT systems upon the domainspecific crawled data, we study the concurrent exploitation of domain-specific and general-domain
data, with the aim of improving the overall performance and coverage of the system. From this
perspective, our case study falls in the area of domain adaptation of MT, following previous works
in domains such as labour legislation and natural environment for English–French and English–
Greek (Pecina et al., 2012) and automotive for German to Italian and French (Läubli et al., 2013).
The rest of the paper is organised as follows.
Section 2 presents the crawled datasets used in this
study and details the processing undertaken to prepare them for MT. Section 3 details the different
MT systems built. Section 4 shows and comments
the results obtained. Finally, Section 5 draws conclusions and outlines future lines of work.

2

Crawled Datasets

Datasets were crawled using two crawlers: ILSP
Focused Crawler (FC) (Papavassiliou et al., 2013)
and Bitextor (Esplà-Gomis et al., 2010). The detection of parallel documents was carried out with
two settings for each crawler: 10best and 1best for
Bitextor and reliable and all for FC (see (EsplàGomis et al., 2014) for further details). It is
worth mentioning that reliable and 1best are subsets of all and 10best, respectively. These subsets were obtained with a more strict configuration of each crawler and, therefore, are expected
to contain higher quality parallel text. In addition,
a set of parallel segments was obtained by aligning
only those pairs of documents which were checked
manually by two native speakers of Croatian.
Both Bitextor and FC segment the documents
aligned by using the HTML tags. These seg222

ments were re-segmented in shorter segments and
tokenised with the sentence splitter and tokeniser
included in the Moses toolkit.3
The resulting segments were then aligned with
Hunalign (Varga et al., 2005), using the option
realign, which provides a higher quality alignment by aligning the output of the first alignment. The documents from each website were concatenated prior to aligning them using tags (<p>)
to mark document boundaries. Aligning multiple documents at once allows Hunalign to build a
larger dictionary for alignment while ensuring that
only segments belonging to the same document
pair are aligned to each other. The resulting pairs
of segments were filtered to remove those with a
confidence score lower than 0.4.4
From the aligned segments coming from manually checked document pairs we remove duplicate
segments. We only keep pairs of segments with
confidence score higher than 1.5 These segments
are randomised and we keep two sets, one of 825
segmens for the development set and one of 816
segments for the test set.
From the other 4 datasets, those obtained with
the different settings of the two crawlers (1best,
10best, all and reliable), duplicate pairs of segments were also removed. Pairs of segments appearing either in the test or development set were
also removed. The remaining pairs of segments are
kept and will be used for training MT systems.
Apart from the domain-specific crawled data we
use additional general-domain (gen) data gathered
from several sources of Croatian–English parallel data: hrenWaC,6 SETimes7 and TED Talks.8
These three datasets are concatenated and will be
used to build a baseline MT system.
Table 1 presents statistics (number of sentence
pairs, number of tokens and number of unique
tokens in source (Croatian) and target (English)
language) of the previously introduced parallel
datasets for Croatian–English. The table shows
3

https://github.com/moses-smt/
mosesdecoder
4
Manual evaluation for English, French and Greek concluded
that 0.4 was an adequate threshold for Hunalign’s confidence
score (Pecina et al., 2012).
5
While segment pairs with score above 0.4, as shown above,
are deemed to be of reasonable quality for training, we raise
the threshold to 1 for test and development data.
6
http://nlp.ffzg.hr/resources/corpora/
hrenwac/
7
http://nlp.ffzg.hr/resources/corpora/
setimes/
8
http://zeljko.agic.me/resources/

Dataset

# s. pairs

dev

825

test

816

gen

387,259

1best

27,761

10best

34,815

reliable

23,225

all

27,154

union

52,097

intersection

5,939

# tokens
30,851
34,558
28,098
31,541
8,084,110
9,015,757
592,236
680,067
760,884
864,326
613,804
706,227
719,526
819,353
1,243,142
1,418,950
131,569
155,432

# uniq t.
10,119
7,588
9,585
7,366
288,531
149,430
80,958
46,671
86,391
52,660
71,657
37,399
77,291
40,095
103,671
60,956
28,761
16,290

System
gen
google
1best
10best
reliable
all
union
inters.
gen+u

METEOR
0.3005
0.2947
0.3478
0.3436
0.2945
0.2927
0.3583
0.2456
0.3767

TER
0.5601
0.5295
0.4848
0.5016
0.5755
0.5756
0.4726
0.6582
0.4451

OOV
9.5
7.6
7.2
12.6
12.4
6.3
23.1
4.1

Table 2: SMT results.
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Table 1: Statistics of the parallel datasets. For each
dataset the first line corresponds to statistics for
Croatian and the second to English.
two additional datasets: union and intersection.
These are the union and intersection of datasets
10best and reliable.

3

BLEU
0.4092
0.4382
0.5304
0.5176
0.4064
0.4105
0.5448
0.3224
0.5722

Machine Translation Systems

Phrase-based statistical MT (PB-SMT) systems
are built with Moses 2.1 (Koehn et al., 2007). Tuning is carried out on the development set with minimum error rate training (Och, 2003).
All the MT systems use an English language
model (LM) from our system for French→English
at the WMT-2014 translation shared task (Rubino
et al., 2014).9 We built individual LMs on each
dataset provided at WMT-2014 and then interpolated them on a development set of the news domain (news2012).
Most systems are built on a single dataset, hence
they have one phrase table and one reordering table. These systems include a baseline built on the
general-domain data (gen), four systems built on
the crawled datasets (1best, 10best, reliable and
all) and two systems built on the union and intersection of the best performing10 dataset of each
crawler: 10best and reliable.
There is also one system (gen+u) built on two
datasets, the general-domain (gen) dataset and a
domain-specific dataset (union). Phrase tables
from the individual systems gen and union are interpolated so that the perplexity on the development set is minimised (Sennrich, 2012).
9

http://www.statmt.org/wmt14/
translation-task.html
10
According to the BLEU score on the development set.

The MT systems are evaluated with a set of stateof-the-art evaluation metrics: BLEU (Papineni et
al., 2002), TER (Snover et al., 2006) and METEOR (Lavie and Denkowski, 2009). For each
system we also report the percentage of out-ofvocabulary (OOV) tokens.
Table 2 shows the scores obtained by each MT
system. We compare our systems to two baselines:
a PB-SMT system built on general-domain data
(gen) and an on-line MT system, Google Translate11 (google).
Systems built solely on in-domain data outperform the baselines (1best and 10best) or obtain
similar results (reliable and all). Different crawling
parameters of the same crawler (10best vs 1best
and reliable vs all) do not seem to have much
of an impact. In fact, while the scores by 1best
are slightly better than scores by 10best, the latter
scored slightly better on the development set (and
thus it is used in system union).
The union of data crawled by both Bitextor
(10best) and FC (reliable) achieves a further improvement over the top performing system built on
data by a single crawler (BLEU 0.5448 vs 0.5304).
The system built on the intersection is the least
performing system (BLEU 0.3224) but it should
be noted that this system is built on a very small
amount of data (5,939 sentence pairs, cf. Table 1).
Finally a system built on the interpolation of
the systems union and gen obtains the best performance, beating all the other systems for all metrics. In the interpolation procedure system union
was weighted around 85% and system gen around
15%. Hence, the data provided by the union of the
crawlers, although considerably smaller than the
general-domain data (52,097 vs 387,259 sentence
pairs), is considered more valuable for translating
the domain-specific development set.
11
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Results

http://translate.google.com/
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Conclusions and Future Work

We have presented an extrinsic evaluation of parallel crawlers in MT. Our case study is on Croatian
to English translation in the tourism domain.
Given two crawlers, we have built PB-SMT systems on the datasets produced by each crawler using different settings. We have then combined
the best datasets produced by each crawler (both
intersection and union) and built additional MT
systems. Finally we have combined the best of
the previous systems (union) with general-domain
data. This last system outperforms all the previous
systems built on crawled data as well as two baselines (a PB-SMT system built on general-domain
data and a well known on-line MT system).
As future work we plan to build MT systems for
other relevant languages. As German, Slovene and
Italian account for over 50% of incoming tourists
in Croatia, we consider of strategic interest to build
systems that translate from Croatian into these languages. Even more as it seems that on-line MT
systems covering these pairs do not perform the
translation directly but use English as a pivot.
Croatian–Slovene is a pair of closely-related
languages, already covered by Apertium.12 We
plan to perform domain adaptation on tourism
of this rule-based MT system following previous
work in this area (Masselot et al., 2010). For the remaining languages (German and Italian), we plan
to build SMT systems with crawled data following
the approach presented in this paper.
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